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Agenda

1. Performance Management, zSeries Architecture,

Base concepts

2. Performance Tools with Usage Examples
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Some basics

¢ Performance Management

5 Resource Sharing, Overcommitted Resources,
Virtualization

—CPU Resources In a virtualized environment
5 zSeries Mainframes: what's different?

5 Performance base concepts
—Load Average

—System/User CPU Consumption
§ The /proc filesystem
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Recent highlights

§ System z LPAR, Channel and Device metrics
added to the distros

§ % Stolen metric for “correct” CPU reporting

§ Extensions in SBLIM CIM infrastructure, cluster
concept for gathering infrastructure

§ /O Wait Time metric
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Performance Management

§ Online Monitoring, Problem drill-down; 1 day
history (or 3 days for the weekend) needed
—May be automated, using asynchronous events
—Online performance data may be used by autonomic software
components, like VMRM and IRD on zSeries

§ Long-term monitoring and capacity planning

—Understand whether growth of resource consumption is bug
driven or business driven

—Estimate by when you need to invest in new hardware

§ Self-optimization
—First implementations of workload management and

—load balancing available for Linux
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Mainframe Linux: Any Advantages?

§ Leading-edge Virtualization

—z/\VM or LPAR virtualization technologies

—Possibility to virtualize and share CPUs, Channels
(=1/0) and probably Memory (iff running under VM)

§ Advanced Resource Sharing

—Workload Management using Intelligent Resource
Director IRD or z/VM VMRM

§ Optimized for Server Workloads
—Reliability — Availability — Scalability
—Horizontal and vertical scaling

—High 1/O performance, fast memory

§ Internal Networking Facilities

—Memory-based networking using HiperSockets
(LPAR) or GuestLAN (z/VM)

§ Server consolidation
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Resource Sharing of CPU resources: the zSeries way

zSeries HW: N-way SMP

Shared Memory; CPU, I/O “double-shared”

Shared CPU, Shared I/O
8 Linux Performance Tools ON DEMAND BUSINESS
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Idle time

§ In the last picture, idle is not shown. Depending on
whether CPU resources are dedicated or not, idle
time cannot be attributed to single operating
systems, as the zSeries box is only idle if and only
If all of the running operating systems are idle

concurrently. So for a well used system, you may
not see any idle time.

§ However, if a CPU is dedicated to one operating
system, it is used completely by this operating
system, so it would make sense to charge this idle

time to the operating system which has the
dedicated resources.
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Virtual Resources

§ ... can be shared between several instances which do not
even know about each other, like several companies hosted
by the same data center

§ ... can be over-committed to a certain degree. However, this
does not mean there are no limits, performance of over-
committed systems can be very unpleasant. The useful
capacity limit of virtual resources depends on the given
workload mix you are running

§ ... can be created “out of nothing”, so as an example, you
may go create a whole network infrastructure with router,
switches, links, and servers —all virtual, all inside z/VM. No
cabling, no hardware configuration changes, pure software.
Virtual test floor.
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Resource Sharing and Virtualization: Effects

§ No idle resources if any virtual server has useful work to be
executed

—This way, a mainframe can drive most resources to their
capacity limits without penalties to the response times of critical
business workloads

§ Different workload may compete for resources with each
other, so performance tuning more challenging

§ For severe over-commitment of resources, overall
performance may degrade if no proper workload
management and tuning is in place (like thrashing effects)

§ Re-configuration of virtual data center very flexible; z/VM
configuration changes instead of network cabling and
hardware changes
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Internal Virtual Networks

§ HiperSockets: zSeries Hardware, can be used to
communicate between different LPARs running z/VM, z/OS,
Linux for zSeries, Linux under z/VM

§ For TCP/IP socket-based applications, this is transparent.

§ Alternative under z/VM 4.2 and higher: Guest LAN -
HiperSockets simulated in software, useful for
communication of several guests running inside the same
zIVM

§ Connect a “virtual network” (Guest LAN, HiperSockets) with
a Linux router to the outside world; of course, this router
could be a“hot spot”, so carefully watch it

§ Older z/VM technologies: IUCV, vCTC
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CPU Usage: Variable cost and Fixed cost

IdleTime

UserModeTime = Variable Cost Part 1

KernelModeTime dependent
on UserModeTime = Variable Cost Part 2

Base KernelModeTime = fix cost
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User-mode and kernel-mode CPU time consumption

§ If UserModeTime / KernelModeTime is relatively high and
ldleTimePercentage is near zero, this can be an indicator
that the underlying z/VM has a contention for CPU

§ This happens because if Linux is constrained for CPU, it
may only be able to execute the most important kernel
daemons and at the time it would probably start doing some
useful work, the CPU is taken away

§ If KernelModeTime is relatively high, the system overhead is
high, and this is usually a bad sign

§ However, as always, it depends; there are some workloads
which simply need high amount of KernelModeTime CPU,
and for those workloads, high KernelModeTime values are
just normal
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Timer Interrupt and Jiffies

§ Derived from PC timer interrupt (100 Hz)

§ Every time a timer interrupt occurs (100 times per second), the jiffies

variable is incremented by one; that’s one timer tick

§ CPU usage is accounted on in jiffies

§ If aprocess is running at the time the timer interrupt occurs, its CPU

usage counter is incremented

Measurements based on 100 Hz timer are accurate on average if
sampling is not biased; however, as the clock also drives scheduling,
sampling is unfortunately very biased

Jiffie-based performance measurement is currently wrong if running
under z/VM

Work-around solution: correlate information from LPAR Hypervisor,
z/VM and Linux

On demand timer patch: for an idle Linux image running under z/VM,
CPU resources are used up mainly for generating the jiffies. With this
patch, jiffies are generated on demand, significantly reducing system
load. For newer Linux distribution, you just need to do

cat 0 > /proc/sys/kernel/hz_timer

in order to make sure time interrupts are generated on demand instead
of 100 times a second
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New CPU timer patch (in current 2.6 kernel)

§ In addition to the on-demand timer patch, another step away from the PC 100 Hz
timer interrupt with the jiffies concept

§ Based on zSeries CPU timer instead of 100 Hz timer

§ Gives you accurate numbers for CPU consumption even if running under LPAR
and z/VM

§ Adds new field “ CPU steal time” —time Linux wanted to run, but z/VM gave the CPU
to some other guest

§ Officially part of Linux kernel 2.6.11 (generic); hopefully, distributions will pick it
up for zSeries within at least 2006

§ This field will be very useful to understand CPU performance characteristics from
within Linux, and much more precise than doing complicated correlation with out-
of-band z/VM performance data

top - 09:50:20 up 11 nmin, 3 users, |oad average: 8.94, 7.17, 3.82
Tasks: 78 total, 8 running, 70 sl eeping, 0 stopped, 0 zonbie

Cpu0 : 38.7%s, 4.2%y, O0.0%i, 0.0%d, 2.4%wa, 1.8%i, O0.0%i, 53.0%t
Cpul : 38.5%s, 0.6%y, O0.0%i, 5.1%d, 1.3%wa, 1.9%i, O0.0%i, 52.6%t
Cpu2 : 54.0%s, O0.6%y, O0.0%i, O0.6%d, 4.9%wa, 1.2%i, O0.0%i, 38.7%t
Cpu3 : 49.1%s, O0.6%y, O0.0%i, 1.2%d, O0.0%wa, O0.0%i, O0.0%i, 49.1%t
Cpud : 35.9%s, 1.2%y, O0.0%i, 15.0%d, O0.6%wa, 1.8%i, O0.0%i, 45.5%
Cpu5 : 43.0%s, 2.1%y, O0.7%i, 0.0%d, 4.2%wa, 1.4%i, O0.0%i, 48.6%t

Mem 251832k total, 155448k used, 96384k free, 1212k buffers

Swap: 524248k total, 17716k used, 506532k free, 18096k cached
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CPU %stolen: how it works

§ States of alogical CPU as Linux can see it:
a) A physical CPU is attached and Linux uses the CPU
b) A physical CPU is available, but Linux is idle

c) Linux is not idle, but involuntarily lost the CPU because the
hypervisor(s) attached it to another image

— If CPU is lost due to virtualization (LPAR or z/VM), this is
recorded in CPU stolen time.

— With this patch, you don’t need a z/\VVM monitor any longer to
understand what CPU resources are available to Linux, but
you can understand this with pure Linux facilities.
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Real CPU instead of just virtual CPU

Two alternatives if you'd like to see Linux “real” CPU numbers

instead of virtual CPUs, where “real” CPU numbers are
milliseconds spend on real hardware and virtual CPU
numbers are fractions of virtual server size (which is
dynamic)

Use IBM z/VM PT, Tivoli OMEGAMON for z/VM or some
other vendor’s tools

Wait until distributions integrate “% cpu stolen” metric and
exploit this new, highly precise kernel level data. So Linux
kernel development has solved this problem finally, and |
think the solution is really great! Precise data, not
complicated correlation of z/VM and Linux data.
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/O walt time

§ If a processor is idle and a process on the run
gueue of the given processor has an outstanding
/O request, the processor is waiting for 1/O
completion

§ In other words, this is a new I/O contention
Indicator — high I/O wait time means the
processors are “idle” because they are waiting for
/O completion, so the I/O subsystem cannot keep
up with the CPUs

§ With older kernels, this is reported as idle time

§ Beginning with kernel 2.6, this can be seen In
Linux
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Load Average

§ Average number of processes on the run queue

§ A runnable process is one that is ready to consume CPU
resources right now

§ A high load average value (in relation to the number of
physical processors) is an indicator for latent demand for
CPU. The processes waiting on the run queue are not
waiting for I/O or other processes, they are waiting for CPU
and they are otherwise ready to run.

§ load averages are available in various places; you may
obtain it by typing

—cat /proc/loadavg

or using program like xload
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Linux Page Cache

§ The page cache contains pages of memory mapped files
- page /O related system calls like generic_file read.
That’s “cached” in /proc/meminfo.

§ It may contain files which can be freed, and the kernel
actually discards those pages if it runs out of free
memory.

§ Linux rarely has free space; everything not used is
allocated for Page Cache, so even if Linux does not really
need it all, it uses all available memory up to the last few
percent up to now. “Active” and “Inactive” fields in
/proc/meminfo give better information on what parts of
memory are actively used.

§ Linux does not have any special memory regions to do
I/O. The size of the memory used for I/O is in “buffers”
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Linux process memory: basic terms

§ SIZE: size of the address space seen by the process, virtual
size

¢ RSS: Resident Set Size
actual amount of memory that the process is using in RAM

§ SHARE:
portion of the RSS that is shared with other processes, such
as shared libraries

Note that the implementation of CMM1 and CMM2 will change
the way Linux uses memory in a virtualized environment
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zSeries-specific tuning

§ A nicesummary of information can be found at

§ For example, enabling fixed 1/O buffersreduces the number of pages used by zZ/VM
for 1/0O, and this can significantly increase overall performance.

§ Aswith all hypervisor environments, having too many logical CPUs active mainly
Increases hypervisor overhead and decr eases system throughput.

§ For Linux under zZ/VM, it’scrucial to limit memory to what’sreally needed, as
memory isactually virtualized — but it cannot be over committed over a certain
degree.
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Sources for Performance Data on zSeries

§ zSeriesHardware
—~HMC SNMP interface

§ zZIVM
—CP MONITOR records, z/VM Performance Toolkit

§ Linux
—SYSSTAT package (sar, sadc) and standard LINUX/UNIX tools
—BSD Accounting records
—~RMF Data Gatherer for Linux (rmfpms)
—~APPLDATA kernel module
—SBLIM Project (OpenPegasus, CIM)

§ZIOS(SMF, RMF, CIM, ...)
§ Applications
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The /proc filesystem

§ Virtual filesystem

§ One of the interfaces between kernel space and
user space,; if the user gives a command like

cat /proc/stat
the kernel executes some function to generate the
needed "virtual file"

§ Parts of the /proc filesystem are human readable

§ Most performance measurement tools for Linux
are based on /proc filesystem
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/proc/stat Example

¢ nterm e S| - O] x|
benkeldlnxrmf :™> more Aprocdstat

cpu 220494 274E47 10956513 F013308350

cpul) BE1Zh F7458 2930800 233834730

cpul 58340 102875 230467 232329301

cpu? 95429 54314 461201 23367R219

page 17421389 12618473

syap 19506 27061

intr 0

disk_iof (94,03:{2894534 1601804 , 34839816, 1292790, 25226984 »
ctxt 142628745

btime 1067071412

~More——0Zy
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Redbook Paper ,, Accounting and monitoring for z/VM Linux
guest machines*

w W W W

Collects CP *MONITOR data and Linux sysstat data (REXX sample code)
Provides this data using a web browser front-end
Sample code can be adjusted

It is possible to correlate z/VM and Linux data; e.g. Linux may think it is
100% CPU busy, but z/VM at the same time may have given Linux only, say,
20% CPU ...

Apart from that, there are vendor applications like Tivoli Decision Support
with some support for the combination of z/OS, z/VM and Linux on zSeries
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Linux Performance Tools

§ Standard UNIX Tools for performance-related
problem analysis: top, ps, time, netstat, free,
vmstat, iostat, strace, df, du, ping, traceroute

§ sysstat package (sar, sadc) for long-term data
collection

& BSD accounting

& NET-SNMP

¢ SBLIM

S5 RMF for Linux, VM Performance Toolkit

... lots of useful point solutions for performance \
management
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Advantages of good old UNIX standard tools

§ Can be used in own (shell) programs, in order to automate
systems management (considered dangerous by some
Installations)

§ Very flexible

§ Available on every UNIX system (but one needs to be careful
If it should run on both e.g. AlX as well as on Linux)

§ Usually quite fast and low impact on system performance
§ Nice for people who like to code

§ In any case, at least for problem drill-down analysis, you
should know about the standard UNIX tools

Hard to learn, but everything is explained in man pages (well,
almost everything ;-)
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top

= Nice option: in interactive mode, enter <f>,
<u>, <return>to see what the process is
waiting for

-

-5 H

load average: 0,599, 0,22, 0,13

12:03pm  up 26 days, 19706, 4 users,
bl processes: 99 sleeping, 2 running, 0 zombie, 0 stopped

CPN states: 0,08 user, 0.2 system, 0.0f nice, 99.3% idle
CAH states: 0,0 user, 0,0 system, 0.0 nice, 1000 idle
CAR? states: 98.3% user, 1.1 system, 0.0% nice, 0.0% idle
T 123168K av, 117940K used, 520K free, 0K shrd. 1
Swap: D0Z900K av, FHEK used, 496564K free 1958

PIT LIZER

PRI NI SIZE RS STAT ECPU EMEM COMHA

27586 benke 25 0 29576 28M  Zh16 R 99.8 24,0 celpl

2746 benke 15 o 1644 1640 1368 R 0,3 1.3 top
1 root 15 0 92 72 52 schedule_ 5 0,0 0,0 init
? root 0k 0 ] 0 0 migration Sk 0.0 0.0 migra
3 root Ok 0 0 0 0 migration Sk 0.0 0.0 migra
4 root ok 0 0 ] 0 migration SW 0,0 0,0 migra
0 root 20 0 ] 0 down_inte SW 0,0 0,0 kmche
E root 15 0 ] 0 0 context_t SH 0,0 0,0 keven
7 root 34 139 ] 0 0 ksoftirgd SWN 0,0 0,0 ksoft
8 root 34 139 ] 0 0 ksoftirgd SWN 0,0 0,0 ksoft
9 root 34 19 ] 0 0 kzoftirgd SWN 0,0 0,0 ksoft
10 root 15 0 ] 0 0 kzwapd Sl 0.0 0.0 kswap
11 root 20 ] 0 0 bdflush  SW 0,0 0,0 bdflu
12 root 15 0 0 ] 0 schedule_ SN 0,0 0,0 kupda
13 root 15 0 0 ] 0 kinoded SN 0,0 0,0 kinod

30

Toggle fields with a-x, any other key to return:

* A
B
L3
Iz

L

* F1
[

¥ H:

¥ I:
A
Kz
L3

¥ M
Mz
0z

¥ P

® [

% R

¥ 5S¢

¥ T:

¥ 11

¥\

® |
¥ ¥
¥

P

PID
PPID
uIm
USER
#CPU
AMEN
TTY
PRI
NI
PAGETN
TS1ZE
D51ZE
SIZE
TRS
ShAP
SHARE
A

WP

I

R3S
WCHAM
STAT
TIHE
COMMAMD
LC
FLAGS

8| -10| x|

= Process Id
= Parent Process Id

= Memory Uszage

= Controlling tty

= Priaority

= Mice Yalue

= Page Fault Count

= Code Size {kb}

= Data+Stack Size (kb?

= Mirtual Image Size {(kb}
= Reszident Text Size (kb}
= Swapped kb

= Shared Pages (kb}

= Acceszed Page count
Write Protected Pages
Dirty Pages

Rezident Set Size (kb}
= Sleeping in Function

= Process Status

= CPU Time

= Commatd

= Lazt uzed CPU {expect thiz to change regularlyl
= Task Flags {see linuxssched,h?

Linux Performance Tools

'ON DEMAND BUSINESS'



IBM Systems and Technology Group

pS - report process status

§ common set of
parameters:
PS aux

§ single out a user:
ps u --User apache

bash-2.05# ps aux|more

USER FID %CPFU ZMEM V37 RES TTY STAT START TIME COMMAND

root 1 0.0 0.1 153 160 7 3 Janz2 0:rl12 init

root 2 0.0 0.0 Q0 o 7 ST Jan?z 0: 00 [kmcheck]
root 5 0.0 0.0 0 o 7 S Janz? D: 00 [keventd]
root 4 0.0 0.0 Q0 o 7 ST Janzz 0: 22 [kewapd]

root 5 0.0 0.0 0 oz it} Janzz 0:00 [kreclaimd]
root & 0.0 0.0 Q0 o 7 ST Jan?z 0: 00 [bdflush]
root T0.0 0.0 0 o 7 S Janz? 1: 05 [kupdated]
root b3 0.0 0.0 0 o 7z SwW< Janz? 0: 00 [mdrecoveryd]
root 248 0.0 0.0 0 o 7z S Janzz 0: 00 [keventd]
root 310 0.0 0.2 1732 292 7 S Janzz 0:12 sy=logd -m O
root 315 0.0 0.6 2088 768 7 3 Janzz 0:00 klogd -2

rpec 325 0.0 0.0 1732 1z0 7 S Janze 0: 00 portmap
rpcuser 338 0.0 0.1 1844 140 2 o JanZ2 0: 00 rpc.statd
root 385 0.0 0.6 3180 800 7 3 Janzz O:00 /usr/shin/sshd
root 401 0.0 0.4 28%Y¢ bHlZ2 7 3 Janzz 0:00 zinetd
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Show running processes
as a tree

benkeldlnxrnf 1" rnfpmsdzrey patres
init—+-atd

| —automount.

|-bdf luzh

I-zlustergat

|-cron

|-filegat

| -gengat

| —gpmddzry——-gpmddzrv——-5%[ gpmddzry ]

| -keventd———gethsof tddool

I-kinoded

|-k journald

I-klood

I -kmcheck

| -kzoftirgd_CPUQD

|-kzoftirgd_CPUL

| -kzoftirgd_CPUZ

I-k=zwapd

| -kupdated

I -1um—-mpd

| -master—+-pickup

| *—gmgt

| —mdrecoveryd

| -migration_CPUQ

| -migration_CPUL

I-migration_CPU2

|-mingetty

| -netgat

| -nzcd——-nzcd-—5%[nzcd]

| -partmap

| -procgat

I —zzhd-—-gzhd-—-sshd-—-bazh—+-3%[xterm-——bash]

*—xterm-——hazh-———pztres

I —zyzlogd

“=udm
benke@lrxrnf 1~ rnfpnsdsrcs [

Linux Performance Tools

benkel@lnxrnf:™/rofpmzszre: pstree -almore
inits

|-atd>

|—automount fnetx file Aetc/mount,xteam

|- {bdf luzh}

|-clustergat? BO

| —cran?

|-filegati G0

|-gengat} B0

| —gpmddsrws

I *—gpmddsruy

I | —gpmddsru}

I | —gpmddsrws

[ | —gpmddsrw}

I | —gpmddsrws

I *—gpmddsruy

|-{keventd?
I *—{qethzof tddood }
|-{kinoded?
|-k journald}
[klogdy -o 7 -2
| = {kmcheck )
|-{k=saftirgd_CPUO}
|={ksoftirqd_CPL1}
|-{kzoftirqd_CPUZ}
| = k=wapd
|-tkupdated?
[ = Tvm-mpd3
|-mazter}
I |-pickup} -1 -t fifo -u
I “—qmgr? -1 -t fifo -u
| =i mdrecoveryd?
|-imigration_CPUO}
|={migration_CPLL1}
[-imigration_CPUZ}
[-mingettyl) Adew/ttyso
|-netgat? B0
|-nzcd?
I “—nzcd)
I |-nzcd?
I |-nzcd?
I |-nzcd?
I | -n=cd?
I “~hzcd?
| —portmap

I—Ernciat} (=]
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free

§ Give free memory;
important is the second line, as buffer/cache memory is not

really needed by Linux

[rootllhxbenkl Arootl# free

total Lzed free zhared butfers cached
Mem? 1180392 116572 1220 [ 4148 BE124
-+ buffersfcache: 4RGN0 714932
Swap? () ) ()
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/proc/meminfo

§ MemShared: 0 (available for
compatibility reasons only)

. : > wterm - al -0l x|
§ SwapcaChed memory WhICh benkel] mernf 1 cat Sproc/meminfo
1 I — otal: uzed: free: shared: buffers: cached:
IS bOth In Swap Space (_On Hem: 12&154032 1196400684  G4839648 0 10465280 57475072
disk) as well as in main S, e (5903 i
memory (=usable); it's easier Mnchareds 013
Buffers: 10220 kB
to page memory from the Cached: 51445 KE
. SwapCached? 4680 kB
SwapCache out, as there is fotive: 16054 B
already a copy in the swap HignTotal: 0 KB
fl I e LowTatal: 123168 kB
LowFree: BE332 kB
SwapTatal: G03580 kB
§ Active: memory which was et B

recently used

§ Buffers, Cached: memory in
buffers and in cache

§ Mem, Swap: physical
memory, swap space
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mpstat

§ mpstat is used to display

CPU relatded statistics. N al - (o] x|
0l:16:35 PM CPU Ruzer  Enice Zaystem  Xidle intrss
T g 01:16:35 PH all 0,02 0,04 0,15 93,73 0,00
§ mpstat O: display statistics berkoblmrnf > npstat 10
. Lirwx 2,4,19-3suse-SHP { Lroemf ) (742842003
since system startup (IPL)
01:17:09 PM CPU Zuszer  Enice Zsystem  Fidle intrss
T L ol:17:19 PH all 31,70 0,00 1,43 66,57 0,00
§ mpstat N: display statistics 01317:23 PH all 32,40 0,00 0,97 BB.63 0,00
. . . 01117139 PH all 32,17 000 1,10 66,73 0,00
with N second interval time 01:17:43 PH all 23.57  0.00 0.67 75.57 0,00
01317359 PH all 0,50 0,00 1,30 93,20 0,00
ol318:09 PH all 0,37 0,00 4,10 95,53 0,00
ol:18:19 PH all 0,17 000 8,17 91,67 0,00
ol:18:29 PH all 0,70 0,00 12,27 87,03 0,00
) 01318139 PH all 0,77 0,00 12,77 86,47 0,00
Btw the hlgh %System values t1:18:49 PH all 0,52 0,00 13,60 85,97 1,00
01:18:59 PH all 0,97 0,00 12,47 86,57 0,00
between 01:18:19 PM and (121909 P all 0,90 0,00 13,20 85,90 0,00
ols19:19 PH all 0,30 0,00 2,13 97,57 0,00
01:19:09 PM are no problem, 01:19:29 PM all 19,33 0,00 2,72 77,93 0,00
. ] 01:19:39 PH all 50,32 0,00 3,45 46,22 0,00
| simply executed a file- 1

system stress test, so there
was lots of I/O and the
operating system had lots to
do...
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vmstat
§ Gives information about memory, swap usage, I/O activity

and CPU usage. It really does a lot more than reporting virtual
memory statistics ...

§ Please note that the first line contains a summary line since
system start (IPL).

§ First parameter: interval time, second parameter: number of

parameters.
» wbterm S| - 10| x|

benkellnxrmf 1™ wmstat 10 10

Procs memary Shap 1o zyztem CpLU
r b w swpd free buff cache =i =0 bi bo  in ce uz sy id
o0 0 14652 B37E2 2348 1064 0 0 2 2 ;) 2 0 0100
02 0 14392 440083 3196 24800 115 0 1264 20 0 236 11 2 &7
1 1 0 14232 24516 3204 B1848 81 0 8684 141 o BR3 32 G5 B3
1 2 0 14192 2e4b6 4040 bH4104 42 0 FEF1 186 o 8h3 2 4 B3
1 1 0 14192 2300 B112 53484 17 0 4731 286 0 1561 324 ¥ EBOD
1 2 1 14192 8496 8292 44140 14 0 4930 270 1334 31 ¥ BZ
1 1 0 14192 2883 8736 0004 17 0 body 294 0 1444 321 B B3
1 1 0 14192 2352 EBBOD 28744 17 0 4158 E&7 1392 32 B BZ
1 1 0 14264 2960 GF0E 29732 11 12 3h6G4 345 1433 31 B BZ
2 1 0 14h32 2364 4FV2 38244 14 20 4784 E4B 0 1195 320 B B4
benke@lrxrmf > |
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memory
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jostat

§ iostat is used to report CPU statistics and disk I/O statistics. The
first parameter is the interval time in seconds, the second is the
number of intervals to run, so “iostat 2 3” gives 3 samples with 2

seconds interval.

§ As for vimstat, the first line reflects the summary of statistics since

system IPL.

tps: number of 1/0 requests
to the device per seconds

BIk_read/s:number of blocks (of
indeterminate size)
read per second

Blk_wrtn/s: number of blocks
written per second

Linux Performance Tools

awg—CpUt

Device:
dew34-0

avg-cpu

Device:
dew8d-0

avg-cpul

Device:
dew34-0

benkellnxrmf:™> iostat 2 3
Lirwee 2,.4.19-3zuse-5HF {1lnxemf

Auzer  Fnice
0,02 0,04

tps
1,14

Zuzer  Enice
0,50 (1,00

tps
E72.00

Huzer  Enice
1,00 (1, 00

tps
530,00

berke@lnxrmf:™> JJ

Blk_read
2TERT2E0

Blk_read
145936

Blk_read
12704

Blk_wrtn
24453836

Blk_urtn
40

Blk_wrtn
1362
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/proc/dasd/statistics

§ Only available in Linux for zSeries, kernel version 2.4

§ Gathering of this information can be switched on and of, as it causes some
overhead:
echo set on > /proc/dasd/statistics
echo set off > /proc/dasd/statistics

§ Used in rmfpms to calculate the following metrics:

—dasd i0 average response time per request (in msec)
—dasd 10 average response time per sector (in msec)

—dasd io requests per second

§ More details can be found at
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Displaying Network Interface Statistics Overview

benkellnxrnf ™ netstat -i

Eernel Interface table

[face HTU HMet RE-0K EX-ERE EX-DRP RE-OME  TH-0K TH-ERR TH-DRP TH-OYE Flg
eth0 1492 0 131159384 () () 0 GB34851 i) () 0 HEL
lao 16436 0 1224 () () () 1224 i) () 0 LEL
benke@]nxrmf s~ |

RX-OK, TX-OK: number of packets received/ transmitted without error
RX-ERR, TX-ERR: transfer with error

RX-DRP, TX-DRP: dropped packets

RX-OVR, TX-OVR: packets dropped because of overrun conditions

MTU, Met field: current MTU and Metric settings for this interface
(Metric is used by the Routing Information Protocol RIP; MTU, Maximum
Transmission Unit: max number of bytes transferred in one packet)

Flg: status, properties of the interface (R: running, U: up, ...)

Iface: Name of the interface
Linux Performance Tools |ﬁN DEMAND BUSINESS
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§ In contrast to “netstat —”,
which reports on network
device level, “netstat —s”
reports on network protocol
level

One advantage of this
performance report is that it
IS less cryptic ;-) although
there is awhole bunch on
conditions gathered
especially for the very
important TCP protocol (not
displayed here)

Linux Performance Tools

Display Network Protocol Statistics

benkel@lnxrmf :™> netstat —=lmore
Ip:
1314451 total packets receiwved
0 forwarded
0 incoming packets discarded
12055328 incoming packets deliwvered
BEERYA reguests sent out
1367 reaz=zemblies reguired
a0h packets reassembled ok
108 fragments created
Icmp:
3852 ICHP messzages receiwved
0 input ICHP messzage failed,
ICHP input histogram:
destination unreachable; 32
echo reguests: 3821
2856 ICHP messages sent
0 ICHMP messages failed
ICHP output histogram:
destination unreachable:; 35
echo replies: 3821
Top:
H2 actiwve connections openings
2404 paszive connection openings
0 failed connection attempts
0 cohnection resets receiwved
2 connectionz established
16493 segments received
17316 =zegments send out
4 zegments retransmited
0 bad segments received,
229 rezetz sent
Udp:
BESEOE packetz received
25 packets to unknown port received,

0 packet receive errors
FEREZTE rarlato cont
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ICMP Exploiter Applications

§ ICMP: Internet Control Message Protocol

§ ping and traceroute are making use of the ICMP protocol in
order to identify network problems.

§ ping measures round-trip times between two hosts.

§ traceroute —although a widely used UNIX command —is a
hack, and so it does not always tell the truth. It tries to trace
the way of packets through the network by sending around
messages with short time to live (TTL) values.

§ use “traceroute —q N” with N about 10 or higher if you want
traceroute to sent more packets, in order to enhance
precision of the reported numbers
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ping and traceroute examples

benkellrxrmf 1™ ping www,uni-karlzruhe,de

PIMNG www-uka,rz, uni-karlsruhe,de (129,13,64 .69} from 9,152,81,228 : 56484} bytes of data,
B4 bytes from www-uka,rz,uni-karlzruhe,de (129,13,64 692 icmp_zeq=1 ttl=234 time=15,1 m=
B4 buytes from www-uka,rz,uni-karlzrube,de (129,13,64 692 icmp_zeq=2 ttl=234 time=14,0 msz
B4 bytesz from www-uka.rz,uni-karlsrube,de (129,12,64,693: icmp_seq=3 ttl=234 time=14.5 ms

-== www-uka,rz, uni-karlsruhe,.de ping statistics ——

3 packetz tranzmitted, 3 received, OF lozs, time 2034ms

rtt mindavgsmaxsmdey = 14,083/14,602/15,161/0, 462 n=

berkellnxrmf:™> Ausrdsbindtraceroute waw,uni-karlsruhe,de

traceroute to www,uni-karlsrube,de (129,13,64,69), 30 hopz max,. 40 byte packets
bplanol:  boebl ingen,de, ibm,com (9,152,80,2) 0,622 me 0,583 me 0,545 mz
g2-B0,boeblingen,de, ibm,com €9,152,94,9% 0,733 me 1,125 ms 1,104 mz
cl-16,boeblingen,de, ibm,com 9,152, 120,41 1,171 me  1.145 mz 1,117 ms
r2-18,boeblingen,de, ibm,com 3,152, 120,58 1,082 mz  1.055% mz 1,028 ms
9,152,121,62 1,248 ms 0,976 m= 0,962 nz
dei-bch503-r-b-v113, megacenter,de, ibm,com ¢£39,149,260,13 1,048 mz dei-bcBh03-r—-a-—v111,megacenter,de, ibm,

m 439,149,250, 50 1,029 mz dei-bckb09-r-b-v113,megacenter,de, ibm,com ©9,149,250,13% 1,248 n=
4,149,200,50 0,900 ms 9,149,250,58 0,064 mz 9,149,200,00 0,811 ms
9,64,130,40 1,255 ms 1,216 mz 1,180 ms
194,196,100,91 1,595 ms 1,581 ms 2,082 ms

10 ehnilbr2-2-0-1-1.eh.de.przerv,net (152,158,2,138) 2,006 me 2,410 mz 2,384 ms

11 franZbri,.fr.de.preerv,.net (152,158,92.2) 17,437 m= 17,940 mz 18,072 ms

12 dcixlnap-1-0-0,de,ip,att.net (152,158,93.237F 8,271 mz  8.210 mz 8,178 m=

13 decix,Frankfurtl.beluwe,de ¢80,81,192,175) 9,342 ms 9,300 ms 9,260 ms

14 Stuttgart?,Belllue,DE (123,142,1.25) 14,016 me 13,969 mz 13,910 ms

16 Stuttgartl,.belwue,de ©129,143,1,33) 13,873 me 13,845 mz 13,817 m=

16 Karlzruhel,Bellue,DE (129,142,1.4% 16,466 mz 15,438 mz 15,412 ms

17  Belblue-Gl,Uni-Karlsruhe,de (129,143,166,130% 14,446 m= 14,408 ms 14,910 ms

18 mww—uka+Pz+ugi—karlsruhe+de (129,13,64,69) 14,114 me 14,274 mz 14,234 m=

Lo Y e B e Yy T Y Y Y )
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Filesystem Usage

benkel@lnxrmf A usr-> dfF —h

Filesy=tem Size Used Awvail UseZ Mounted on
Sdewsdasdbl .96 4,26 Z.36 BLHE

=hmf= G1H (0] E1HM 0E Adevs=lhm
benkel@ln=rmf i us=r> du —h

120 LABin

S15] oo LAzhareldocspackagesSaide

20k AzharesdocspackagesSword=

24k Azharesdocspackages" man—page=

A4, QK LA zharesdocspackages=Saaa_base

20k AEharesdocspackagesSintl Rt

B4l A=zharesdocspackagesSgnome—mime—data

=] A=haresdocspackage=S1ibaio

=10] AzharesdocspackagesSper 1l —-llateManip

16K LAzharesdocspackages=Sper- 1 -HTHL-Tag=et

§ The “-h” option stands for human readable. Without “-h”,
reported numbers are bytes ...

§ The “df” command gives you a list of all mounted
filesystems, corresponding to /dev/dasdxx devices.

§ Using “du” you can see the amount of disk storage used in
various directories. If you want a sum, use “-s” option.
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Inode Utilization

§ In UNIX, an inode is a structure containing meta data
about files and directories.

§ The number of inodes is limited, can be changed at
filesystem creation time.

§ If you are running out of inodes, you can not store
anything more on this filesystem.

§ Check with "df -i" command:

benke@tux390:/projects/home/benke > df -1

Filesystem Inodes IUsed IFree IUse% Mounted on
/dev/dasdbl 601312 59034 542278 10% /
/dev/dasdcl 300960 63886 237074 21% /projects
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time
§ Find out how many CPU resources a command is using.

Example:

$ > time make dep

72.52user 8.87system 2:03.72elapsed 65%CPU
(Oavgtext+0avgdata Omaxresident)k Oinputs+0Ooutputs
(131158major+106391minor) pagefaults Oswaps

$>
elapsed: real time elapse
user: time this command (and its children) have spent in
user space
Sys: time spent in kernel space
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System Call Trace

§ One of the commands more powerful than what we
have for traditional mainframe operating systems,
comes in very handy ...

§ strace allows to see the system calls a process is
currently executing, so for example if you have the
gut feeling a process with process ID PID 4711 is
looping, you can execute

strace p 4711
In one terminal window; if it is a server process and
It is not using any system calls but runs the CPU to
100% utilization, this Is very suspicious, SO you
may think about killing this process
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strace Example

benkeldlnxrmf ™% strace rofpnzsbindrmfpms restart 2% straceoutput
Stopping performance gatherer backends ...

dore |

Starting performance gatherer backends ...

IDSEY s BHMF-DD5-5ServersLinux—Beta (Jul 28 2003} sztarted,

DDSEY: Functionality Lewel=1,3950

ID5SEY: Reading exceptions from gpmexsysz,ini and gpmexusr,ini,
OOSEY: Server will now run as a daemon process,

done |

benkeldlnxrmf ™% more straceoutput

gxecyel "rnfpmesbindrnfpms” , ["rofpmzdbindrmfpms", "restart"], [A% 49 vars %510 = 0
unametLeys="Linux", node="lnxrmf", ,..33 =0

bk L0 = uAN03afch

mmaptMULL, 4096, PROT_EEADIPROT_WRITE, MAP_PEIVATE IMAP_ANONYMOUS, -1, 0} = CulO0000La000
opent " fetes/ld, 0, preload”, O_RDOMLY = -1 EMOENT iMoo =such file or directory?

opent " fetcld, zo,cache” . O_RIOMLY = 3

tetatid, {st_mode=S_IFREGIOG4d, =zt_size=8E347, ,,.*2 =0

mmaptMULL, 36342, PROT_READ, MAP_PRIMATE, 3. 03 = QulO000013000

clozeld) =1

opent"/1ibe4/1ibreadline, =0, 4", O_EDONLYY = 3

Feadid, "S1ETELF S 25 10N 0N ONOS DSOS O DS S5O 2B 0505 T505050" L, . 10240 = 1024
tetatid, {st_mode=5_IFREGIOVEh, st_size=BROEYD, ...k} =10

mmap(MULL, 267440, PROT_READIPROT_EXEC, MAP_PRIWATE, 23, 0O} = QulO0000ZF000
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List open files (Isof)

S sberm S| - O] x|
benkellnxemt 1™ lzof -c gpmddsry | more
COMMAND PID USER FD  TYPE DEYICE SIZE MODE MAME
gpmddsry 29791 benke cwd DIR 94 .5 4096 2/
gpmddzrv 29791 berke rtd DIR 34 .5 4096 2/
gpmdd=sry 29791 benke txk REG 94,5 2901056 412063 Ahomesbenkesrnfpnzdbindgpmddary
gpmddzry 29791 benke  mem REG 94,5 104611 16287 #libB4s1d-2,2.5.=20
gpmddsry 29791 benke  mem REG 94,5 20425 16301 SlibB4/libnzs_dnz,zo,d
gpmddsry 29791 benke  mem REG 94,5 141963 16308 SlibB4/libpthread,=zo,0
gpmddsry 29791 benke  mem REG 94,5 90264 16309 SlibBd/libresolw,so,Z
gpmddsry 29791 benke  mem REG 94,5 1201943 B46126 Auzrslibb4/1libstdoct+,=20,5,0,0
gpmddsry 29791 benke  mem REG 94,5 h1¥358 16297 AlibBd4/libm,=o,B
gpmddsry 29791 benke  mem REG 94,5 G3ER2E 16351 SlibR4/libgocc_sz.=zo,l1
gpmddzry 29791 benke  mem REG 94,5 1506104 16292 AlibB4/libc,zo.B
gpmddsry 29791 benke  mem REG 94,5  BOSYE 16303 AlibBd/libhzs_files,zo,2
gpmddsry 29791 benke Or  CHR 1.3 L0289 Adewsnull
gpmddzry 29791 benke lu REG 34 .5 958 406186 Shomedbenkedrmfpmss , rnfpmaslogzs/ddery_log, txt
gpmddsry 29791 benke 2u REG 94 .5 bh 406187 Ahomesbenkedrmfpmzs , rofpnsdlogzdddary_tro, txk
gpmddsry 29791 benke ar  FIFO 0.6 BOE1371 pipe
gpmddsry 29791 benke du  FIFO 0.6 BOE1371 pipe
gpmddzry 29791 benke Su IPwd BOB1377 TCP #:8803 (LISTEN
gpmddsry 29791 benke Bu  unix QuxQOQ0Q0000C4cdO0) BOE13YE =ocket
gpmddsry 29792 benke cwd DIR 94 .5 4096 2/
gpmddzry 29792 benke rtd DIk 34 .5 4096 ry
gpmddsry 29792 benke txk REG 94,5 2901056 412063 Ahomesbenkesrnfpnzdbindgpmddary
gpmddzry 29792 benke  mem REG 94,5 104611 16287 #libB4s1d-2,2.5.=20
iimddsru 29792 benke  mem REG 94.5 20425 16301 Alibb4slibnez_dnz,so0,2
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Isof explained

§ For UNIX, everything is a file. Directories, inter-
process communication structures (like pipes),
network sockets and regular files are all files.
“Isof” can list all file usages.

§ Some useful usage examples of Isof:

—List all files by processes with name “gpmddsrv”:
Isof —c gpmddsrv

—List all TCP/IP v4 network connections to host
“tux390.boeblingen.de.ibm.com”:

- |Isof —4tcp @tux390.boeblingen.de.ibm.com
—List all files using /var/log:

- |Isof -t /var/log
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Lock Contention

§ Ivar/lock is the standard location to place lock
files, so have a look what’s in it

§ The “ipcs” gives a summary on shared memory
segments, semaphores and message queues the
calling user has read access to. As “ipcs” only
displays locks the calling user has read access to,
you may run it as user root.

g You may also check “/proc/locks” if you suspect
there is some locking problem. Unfortunately,
Linux supports several ways of locking, and |
don’t know a single place where all locks and lock
contentions are displayed.
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BSD Accounting

§ Writes one accounting record per terminated
process or thread (as threads are something like
processes in Linux...)

§ Information provided:
—user ID, group ID, process name
—CPU resource consumption
—average memory usage, page faults, swap activity

§ An alternative to accounting Linux "from the
Inside" is accounting it "from the outside", with
the aid of z/VM or z/OS performance tools
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“sysstat” package

§ Contains sar and sadc, long term data collector

§ Normally, it collects data about overall system
activity like CPU usage, swapping; no data about
processes

§ start with
$ > sadc 60 /var/log/sa/sa25 &

§ to let it generate one report every 60 seconds and
write it in binary format to /var/log/sa/sa25

§ http:/[freshmeat.net/projects/sysstat/
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sar. some options

CPU Utilization Data: %
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¢ wterm i 8| =10 x|
benke@]nxrmf 1 fvardlocks> sar -b -2 100000 —e 11:00:00

sarlr. some exam p I es Linux 2,4,19-3suse-SMP ¢ Lrsermf) 07/28/2003

100001 AR tps rtpz wtps  breadds  bu
10310500 AKX 0,96 0,26 0,70 8.61
W 10420200 A 0,66 0,00 0,66 0,04
s 10530200 AKX 0,64 0,00 0,64 0,03

benkeldlnxrmf {Avardlock> sar -n DEY —= 10:00:00 - 11:00:00 1040500 AR 0,66 0,00 0,66 0,03
Linue 2,.4,19-3suze-SHP {lnxrmf} OF 28,/ 2003 10:50:00 AKX 0,66 0,00 0,66 0,01

1100300 A 0,66 0,00 0,65 0,01
100001 AR IFACE  rxpckds  txpoksds rxbytds  txbutds  rucopdz Average: 0,72 0,05 0,66 1.74
L0000 AW lo 0,04 0,04 2,80 2,80 0, 00 benke@lnxrmf :Avarslock> [
1021000 AN =1t 0,00 0,00 0,00 0,00 0,00 o g
10310300 AM gthi 0,66 0,13 219,95 22,63 Y < Kterm 8| =10l x|
102000 AM lo 0,00 01,00 0,00 £, 00 £, 00 benkellnxrnf :Avardlocks sar —u -2 1030000 - 11:00:00
10420200 AX =1t 0,00 0,00 0,00 0,00 0,00 Linux 2.4,.19-3zuse-SHP {lmxrmf? 07 28,2003
10320200 AR ethi 0,49 0,01 168,84 1,18 0,00
10220200 AR lo 0,00 0,00 0,00 0,00 0,00 10300301 AKX CFU Zuzer #nice  Hsystem #idle
1043000 AX =1t 0,00 0,00 0,00 0,00 0,00 1010200 A all 0,02 0, () 0,14 93,84
10320200 AR ethi 0,54 0,01 171,63 1,08 0, 00 10320300 AKX all 0,02 0,00 0,00 93,34
10+40:00 AX lo 0,00 0,00 0,00 0,00 0,00 10:30:00 AX all 0,01 0, () 0,05 93,94
10+40:00 AX =1t 0,00 0,00 0,00 0,00 0,00 1040200 AH all 0,05 0, () 0,04 93,91
10:40:00 AX ethi) 0,51 0,00 171,73 0,00 0,00 10350500 AR all 0,02 0,00 0,00 93,94
10+50:00 AX lo 0,00 0,00 0,00 0,00 0,00 1100200 AMH all 0,01 0, () 0,04 93,95
105000 AN =1t 0,00 0,00 0,00 0,00 0,00 Average: all 0,02 0, () 0,07 93,591
10450200 AN ethil 0,50 0,01 170,38 1,08 0,00 benke®lnxrmf 2 Avard lock> [
11:00:00 AX lo 0,00 0,00 0,00 0,00 0,00
11300300 AH sit0 1, 00 0, 00 1, 0 o, 0 WY < nterm - a0
11300300 A eth 0,95 0,01 174,42 0,38 0,00 benke@lnxrnf tAvardlocks> sar =W —s 1020000 - 1100200
Auverage: lo 0,01 0,01 0, 56 0, 36 00 inux 2,4,19-3suse-5HP ¢ Inxrnf ) 07428/ 2003
Average: =it 0,00 0,00 0,00 0,00 0,00
Averages: ethi 0,54 0,03 180,50 5.13 0,00 10:00:00 A  p=wpinds pawpoutss
berkellnernf s Avard lock> [ 101000 GH 0,05 0,00

10420200 A 0,00 0,00

10530200 AKX 0,00 0,00

10340500 AKX 0,00 0,00

10:50:00 AKX 0,00 0,00

1100300 A 0,00 0,00

Average: 0,01 0,00

benke@lnxrmf s Avarslock> ]
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RMFPMS

§ Long term data gathering
§ XML over HTTP interface

§ independent from z/OS; with z/OS, you can also have an LDAP interface to Linux
performance data

§ Modular architecture

§ zSeries specific information (like LPAR data) can be obtained using existing z/VM
or z/OS code

§ Integrated with z/OS RMF PM and z/VM Performance Toolkit

§ see
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rmfpms (Linux data gathering) — recent updates

§ New script to automatically start Linux gatherer at Linux
guest IPL (boot) time (“enable_autostart”); in addition,

this scripts moves rmfpms to /var/opt/rmfpms and
lopt/rmfpms in conjunction with Linux standards and it

user user ID nobody for security reasons

§ New “delete_old_perfdata” script to delete old Linux
performance data archives

§ Automatic repository compression now also applied for
those customers which did not install a specific cronjob

as described in the documentation
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RMF PM Java Client

@F‘erfurmance Monitoring [PM] - BMF PM Java TM Technology Edition

File Actions View Help

RESOUrCES | : Open PerfDesks
® I 1BM Z/0S : Linus-Overddew
3 My Sysples B ; -
@ 3 agts- MCLXCFO1, Syspl E Load Average 5 @ [E [j| E CPUUsage el v i |
? gﬂéjé?ﬁ'j}sws | 12 02040608 1 - 1234567 - 20 40 60 &0 100
@ o AQFTAIG(C 154100 [ 16 apul 3.01 N I
G g AoFTANL| . i
G = aoFT.ald| " 154200 |1 .06 151 a
O g AQFT Al 124200 [0 25
@_! AUFT.Processq) Sl | o 1400 |02 »| WLINUX_CPU- % cpu total active tifllf | o LNUX_NETWORK - bytes receive
! ALFT Storage ELINUE_CPU - % cputime in user LINUE_NE TWORE - receive emors
g AQFT,Engqueu E LINUX_CPU - load average E LINUX_CPU - % cpu time in karne E W LINUX_METWORL - transmit errars
AQFT,Operat
o F AorT ontound| |l Sample: 10 Total: 13 B Sample: 13 Total: 13 B Sample: 13 Total: 13
@ Il AQTE,Image N : _ .
@ & AGCF1Coupling F Actual CPU time | zSeries DASD... Resident Set 5...
Coupling
3’ '-:]‘ ??ﬁﬁgzl-:cp"c'-”’““g F 1234567 - 2000 4000
i [ [ N [ [ — —
: 51512,A0CF1, gpmddsne 3308 184100 | = wfz 4T3
a g:g:gﬁi’%; 2 procgat. 1251 LIS e I httpd 597
: 51512 WmTOg | & init.1 184300 |6 86 httpd 605
1512573, | ¢
@ @ 1119D.cPe D kupdated 7 > 1ggqo0 (1338 > httpd.G0
@ 34 boesysf- SYEPLEX, Sys E ELINUY_CPU - % cputime total by E LINX_FILESYSTEM - dasd io re M W LIMUY_MEMORY - resident set siz
- ﬁ:ﬁff;{:d LOCALL,S = sample: 13 Total: 13 B sample: 10 51512.CPC
2 SHARE - Machine farmil 2064
@ Linux E accumulated.. @ [ [j| E Filesystems f , H
0 ==F Machine type 116
I wimtux 30 99 & Setial Murmber 51612
? Bty Penguin procgat. 1251 a7 fdevid azd/S 1434 |Capacity (MSUhour 441
} t::ﬂi_gﬂgﬂuﬁggm gpmddzne 3308 35 Mumber of CP engines 16
M Linux_cFU : kupdated 7 27 Murmber of ICFAFL engines 0
i, o ™
o I::b:LT(';'X_F“-ESYSTE M= gengat 1242 19 - Mumber of configured partitions ... |6
(1] gfraai12 g WLUNUX_CPU- aceumulated cpu ti g W LINUY_FILEST=Tem—®& mee o IF-.LMU =TS TEM - ApdCE T 11
B gamnle 12 Tntal- 13 B gamnle 12 Tntal 13 B camnle: Tatal 13 1|
Start e < » | »| | Stop
sample... Sync Save... Close [ Startup Help
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RMF PM Java Client: Features

§ Positioned for online

performance analysis and
problem drill-down

Can monitor multiple Linux
server and multiple z/OS or
OS/390 Sysplexes at the same
time, in one application

The performance analysis
scenario can be saved

Alternatively, you may use the
web browser interface of the
Distributed Data Server (DDS)

Linux Performance Tools
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RMF PM: Spreadsheet Data

@- Save Plot selected Sernes
105, -
]'04“
103
1024 &
101

B i
04504 19:15:54 04704 19:24:54
LIMUR_CPL - % cpu time total by process -filtered

~procgat 14022 onetgat 14017
Fram

Save jn: I _A private

| 2001/04/04 19:15:54

MGIEIAN IEM RMF PM Java TH Technology Edition [Linux Enterprize Serv.. JEE3

| =l el

Maximum Walues:

T i S ] Wit

File name:

] Save as lpe: I.QII Filez [*.7]
nscd.274(0.0166BET)

Save I
ﬂ Cancel |

SAVEL. I e | EArcel | el |

Linux Performance Tools

I R—— .
CTE— o
lanes  Cgmons e Help

Chgose e ] compas Caliel Eala Bl

Iy Sl mysiem
v (i A by e st

A _]d Tt per secand

i W Ly b
b CRBHATE RN - ey ket

Lo ] 2
] i, G

et Gk

B e

T
e

'ON DEMAND BUSINESS"



IBM Systems and Technology Group

Enhanced RMFPMS Web Browser Interface

B RMF DDS Browser-Interface - Mozilla

;Eile Edit  Yiew Go  Bookmarks  Tools  Window  Help

@ T @ - @ @ Ilhttp:,l',l'lnxrmFZ:BBDS,l' LI 5
i Back Forward o i
v ﬂHame | @Bookmarks

% RMF DDS Browser-Interface - Mozilla

Eile Edit Miew Go  Bookmarks Tools  Window  Hel
Inxrmi2," LINUX_CPU @ = @ v @
% cpu time total by process @ m
i Back Forward '
Local Time: OF/28/2003 20:02:00 ' f:lHame | @'Bookmarks
procoatsl83 0.01666ET i
nscd. 417 0.01666ET
schd. 328 0

Metrics Help - Mozilla

rate of processes created (per second)

Thizs metric measures the number of processes created per
second. [fthis number is high, then a large number of processes
are being started. Eachtime a process is created, there is some
amount of overhead associated with this creation; this overhead
can hecome a pefarmance praklem ifthe rate of process creation
hecome large.

kjournald. 24 0
mdrecoveryd.14 |0
kupdated.12 0

= @

Inxrmf2, " LINUX_FILESYSTEM
% used by file system

Local Tirne: O¥F/2872003 20:02:00

Available metrics for: ,Inxrmf2,LINUX_SYSTEM

e [etic descrption [Z0 X
[Apache HTTP server: iytes per request ||Ezplanation .f 400310
E_Apache HTTF server: number of busy threads :_E}{Elanatinn | 400320
[Anache HTTP senver number ofidle fhreads [Explanation |400330
;ﬁpache HTTF server: rate of 404 ermrs__g_p_er SECDr’IIZ_i_:l__ | E}_c_glanatiuq _400340
Inxrmifz, " LINUX_MEMORY E|.f'kpache HTTP server: rate of requests (per second) 'IE}{glanatiUn _|4DD3DD
e i DO Irate of context switches (per second) [Explanation 400020
Local Tirme: 07/28/2003 20:02:00 ;|_rate of processes created (per second) f[ExglanatiUn__ '|_4DDD1 0

filegat.5174 13 . |
kiournald.24 D
Jvm-mpd.50 D
mdrecoveryd. 14 [0
kupdated.12 D
kinoded.13 D

| Gk 2 | Aukomatic refresh in 20 seconds ...

Linux Performance Tools
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... yOu can now create your own customizable view
even in a Web browser like Mozilla, Explorer, Netscape

5 My Yiew - Mozilla @] = ||:||5|
v File Edit Wiew Go EBookmarks Tools  Window  Help
: chah
@ - @ - Q @ I.t hitkp: Y Ircermnf 2: 5803 gprmfincude o, hitm =] &Searchl wpany -
EBack Forward Print
< Home | [ Bockmarks

Inxrmf2, " LINUX_NETWORK
transmit errors per second

Local Time: 0772872003 20:08:00

Inxrmf2, " LINUX_MEMORY
resident set size in KB by process

Local Time: O7f28/2003 20:08:00

[ [ I |

opmddsre5190 2264
opmddsry. 151 2264
upmddsre.5188 2264
apmddsne 5189 2264
upmddsre 18299 2264
opmddsre 18300 2264
lupmddery.5192 2264
pickup. 18183 1472
nengat 5177 1316
Mlegats174 1176
clustergat 5168 1036
master. 384 284

Inxrmf2," LINUX_CPU
load average

Local Time: 0772872003 20:08:00

Inxrmf2,* LINUX_CPU
accumulated cpu time total by process

Local Time: 07f28/2003 20:08:00

1 B17 | | phaaze (EH
procgats183 138.04
ksoftirgd_CPU2.9 [39.72
ksweapd. 10 37.21
hscd.410 35.91
ksoftirgd_CPU1.58 [33.92
lupdated.12 31.11
kiournald.24 28.27
cron.398 27.34
init. 1 21.74
oengat 5177y 19.08
netgat.5180 14.1

| B A | Autornatic refresh in 28 seconds ...

=
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Linux monitor stream support for z/VM

§ Based on virtual CPU timer

—This timer only ticks if the Linux image consumes CPU
resources

—Advantage: you consume a given percentage of a virtual
server’'s CPU resources for monitoring, not a given
percentage of the physical box (this way, reducing
scalability by doing performance monitoring)

—Expect more like this to come

§ Feed Linux performance data into normal z/VM
performance monitoring infrastructure
(APPLDATA interface)

Linux Performance Tools |E.N DEMAND BUSINEssr
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z/VM FCON

Linux patch for z/VM Performance Toolkit:
http://oss.software.ibm.com/developerworks/opensource/linux390/index.shtml

RTM/ESA

FCON/ESA

-— e e am o,

CP Monitor Data

,

Printed Pgé'rformance

Reports
\

Trend File Output

~iston gam =

’7/1*

o, Processip

K lnteg Remo‘R “\e\ua\ \o?} Q\\e
et inteppite ¢ &
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Accessing Linux Performance Data: Concept

yAAYA\Y
LINUX1

(LPAR) FCONX

-

LINUX3

LINUX2
(LPAR)

T
g

T T TVO -

|

C MONCOLL LINUXUSR ON

RMF PM Java Client
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= I Session & - [43 % 80] i — 18]
File Edit Vlew Communication F\ctlons Window  ZipPrint Help

B8 2% E(m] 8] 5[] 2=

FC¥124 Pertformance Screen Selection {FL44® YHME3353) Pert. Monitor

General System Data

1. CPU leocad and trans.
Storage utili=ation
Storage subpools
Priv. operations
Sy=s=tem counters

CP IUCY services
SPO0OL file displayX
LPAR data

F0 Data History Data (by Time)
Channel LlLoad 31. Graphics selection
Control units 32. History data filesx
I/0 dewvice load¥® 33. Benchmark displaysX
CP cwned disksX 34. Correlation coceff.
Cache extend. func.¥ 35. System summaryx
DASD I/0 assist 36. Auxiliary storage
DASD seek distanceX 37. CP communicationsX
I/0 prior. queueingX 38. DASD load
Shared segments I/0 configuration 39. Minidisk cache®
Shared data spaces=s I/0 config. changes 3A. Paging activity
Wirt.: disgks dn sbor. 3B. Procc. load & configX
Transact. statistics User Data 3C. Logical part. load
Monitor data 21 . User resource usageX 3D. Response time (all)x
Monitor settings 22. User paging locad¥® 3E. REK data menuX
System settin 23, User wait statesX® 3F. Scheduler queues
System configuration 24. User response time¥ 3G. Scheduler data
VM Resource Manager 25 . Resources/transact.X® 3H. SFS5/BFS logs menuX
26. User communicationX 3I. Sys=tem log
Exceptions 27. Multitasking usersx dK. TCP/IP data menuXx
28. User configuration¥ 3L. User communication
User defined dataX 29, Linux systemsX 3M. User wait states

[ e e e N
U~ NAWUNE

IQTMMONDIUO-ITUAWN

-

~

Pointers to related or more detailed performance data
can be found on displaus marked with an asterisk (®x).

Select performance screen with cursor and hit ENTER
Command BER g
Fil=Help F4=Top F5=Bot F?=Bkuwd F8=Fuwd F12=Return

42/015
|{Conmected to remote server/host tn3270.de.ibm.com using port 23

Linux Performance Tools
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Connect to z/VM PT Web Browser Interface

[ web server Logon - Mozilla : ==

g'gEiIe Edit Wiew Go Bookmarks Tools  Window  Help ’m‘

ﬁv@;v\a‘ V9. 152.52,00: = hdv ]
e S Papy Stop I.&. http:fi9. 152,62, 90:51)03025F80/EZB 3/ LOGON) 765 J ﬂl Print m

_/ﬁHome-| ‘!Bookmarks ‘mozilla.org -‘Latest Builds

Remote Performance Monitoring Session Setup

Web Server Logon

You are connected to the data retrieval interface of the Performance Toolkit for Wi on system BOEVMGT3 . Data retrieval authorization is based
on your Wi user identification on that system. Flease enter your userid and password [(RACE)

VM UserID: Ibenke Pazsword : I’“’“’“""““"]' ,Submitl

Desired screen layout
Max. Data Lines: |29 = Line length: |132 'I

Up to 12 kE of data can be retrieved per selection, including all control information. Output may be truncated if space is not sufficient for all lines.

% & 2 E3 | bone | ~o=le

Linux Performance Tools IUN DEMAND BUSINESS
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zIVM PT Web Browser Main Menu

[E¥ BOE¥MG73 Data Retrieval Session (Performance Toolkit for ¥M FL440 ¥M63358) - Mozilla

=181 x|

File Edit Yew Go Bookmarks Tools ‘indow Help

N R |

Back Forward Reload  Stop

I.&. hkkp: 9, 152.82,90:51/03025F50/B0 34 /EOENVMETS j ﬂ_ﬁearchl d’
Prink

‘ﬁHome | ‘!Bonkmarks n‘mnzilla.org ‘Latast Builds

Initial Performance Data Selection Menu  (BOEVMGT3)
Select parformance scrasn :
Cammand | Fefresh | Systams | Forw | Help | I Auto-Refresh

General System Data I/0 Data History Data (v Time)

1. CPU load and trans. 11. Channel load 31. Graphics selection

2. Storage utilization 12. Control units 32. History data files*

3. Storage subpools 13. I/0 device load?® 33. Benchmark displays®

4. Priwv. operations 14. CP owned disks* 34. Correlation coeff.

5. System counters 15. Cache extend. func.?® 35. Bystem summary®

6. CP IUCY services 1. DASD I/0 assist 36. Auxiliary storage

7. SPOOL file display? 17. DASD seek distance’ 37. CP comrunications®s

5. LPAR dats 1d. I/0O prior. cqueusing® 38. DASD load

9. Shared segments 19. I/0 configuration 389, Minidisk cache®

AL, Shared data spaces 14. I/0 config. changes 3h. Paging activity

B. Virt. disks in stor. 3B. Proc. load & config®

C. Transact. statistics User Data 3C. Logical part. load

I. Monitor data 21. User resource usage® 3D. Response time (all)*

E. Monitor settings 22. User paging load#® 3E. R3K data menu®

F. System settings Z23. User walt states?® 3F. Scheduler gueues

Z. System configuration 24, U=zer response tCime¥ 3%. Scheduler data

H. VM Resource Manager 25. Resources/transact., ¥ 3H. IF3/BFS logs menu®
Z26. User comrunication® 3I. System log

I. Exceptions 27. Multitasking users® 3E. TCP/IP data wmenu?®
28. User configuration® 3L. User communication

K. User defined data?® 29. Linux systemss 3M. User wait states

S Bl 2 EEl | httpefs.152.82.90:61/03D25FE0/304A)3 |

el
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Session & - [43 x 80]

File Edit View Communication Actions ‘Window ZipPrint  Help

=

| o=

=) | %] 2

£ 3| @2

[Connected to remate server,lihc-st tni3270.de.ibm. com using pork 23

FC¥103 CPU 2084
Main storage utilization:
Total real storage

Total available

Offline storage frames
SEYEGEN storage size

CP resident nucleus
Shared storage

FREE storage pages

FREE stor. subpools
Subpool stor. utilization
Total DPA =si=ze

Locked pages

Trace table

Pageable

Storage utilization

Tasks waiting for a frame
Tasks waiting for a page

V=R area:

SEize defined

FREE storage

V=R recovery area in use
V=R user

Paging / spoeling activity:

Page mowves <2GB for trans.
Fast path page-in rate
Long path page-in rate
Long path page-out rate
Page read rate

Page write rate

Page read blocking factor
Page write blocking factor

Migrate-out blocking factor

Paging SSCH rate
SPOOL read rate
SPO0OL write rate

Enter 'FREesub®
Command ===3}

Fi=Help F4=Top F5=Bot

=]

command for

SER FBOCA

12
12

12

L

288MB
288HMB
0kB
2B8MB
940kB
924kB
188kB
540kB
92%
997MB
404kB
900kB
947MB
2%
(6]
0fl=

okB
kB

0/=
0/=
0fl=
0/f=
0/=
27

0/
0/=
0fl=

Interval 13:30:39 - 16:10:39

¥ETORE utilization:

Tetal awvailable

Att. to wirt. machines
Size of CP partition

CP XETORE utiliz=ation

Low threshold for migr.
ETORE alloccation rate
Average age of XETORE blks
Average age at migration

MDCACHE wutilization:

Min. size in XSTORE

Max. size in XETORE

Ideal =si=ze in XETORE

Act. size in XSTORE

Bias for XETORE

Min. size in main stor.
Max. size in main stor.
Ideal size in main stor.
Act. size in main stor.
Bias for main stor.
MDCACHE l1imit / wuser

Uszers with MDCACHE inserts
MDISK cache read rate
MDISK cache write rate
MDISK cache read hit rate
MDISK cache read hit ratic

VDISKs:

Sustem 1limit (blocks)
User limit {(blocks)
Main store page frames
Expanded stor. pages
Page=s on DASD

Free Storage Subpocol details

F?=Bkwd

F8=Fwd

F12=Return

== x|

Monitor

048MB

o0kB

048MB
1%

200kB

0/=
1768=
=

okB
'048MB
‘'046MB
"596kB
1.00
kB
'288MB
"144MB
‘308kB
1.00
334MB
0]

427015
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Session A - [43 x 80]

File Edit View Communication Actions ‘Window ZipPrint  Help

=

o]

| o=

)| ] (|

£ 3| @2

FCHX102 CPU 2084
Operation
Real SB5CH instructions
Real HECH instructions
SVC instr. simulated
SVC 76 reflected

FP external call simul.
Fast-path SIGP simulat.
FP successful x-lates
Fast-path aborts

Mr. of SIE executions
Entries to enabled wait

Storage Management
Subpool FREE requests
V=R subpoocl FREE req.
Avail. lizst frame req.
Demand scan 1ist pass
Demand scan emergency
Sustem stor. pgs taken
Dispatch 1lst pgs stolen
Pgs from dormant users
Fast PGIMNs from XETORE
PGOUT= main to XSTORE
HKETORE allocations

Glbl cucl list searched
Migr thresh buf increas
Page migr. from dormant
Page migr. from actiwve
Shared pages migrated
Blocks migrated from CP
Blocks migrated to DASD
No I/0 for pg migration
Pg not referenced {(STL)
Eingle system pg reads
Pages read from DASD
Spool pages read

Total pgs tosffrom DASD

Command

=)

SER FBOCA

Count Ra
445752

[elolololololololol Nl Rololololo)

F?=Bkwd

Interval 13:30:40 -

telfs=

[eliolioliciololofciciciofoloiciollololcRollololn el

FB8=Fwd

16:14:40

Operation

Real CECH instructions
EL. time slice drops
SEVC interrupts reflectd
Diagnose I/0 requests
FP partial executions
FP simul. of Diag.X'44"
CCW chains not FP-elig.
Total FP xlate attempts
Nr. of SIE intercepts

Total FREE requests
Storage fast clears
Available list empty
Demand scan Znd pass
Demand scan not =satisf.
Shared =tor. pg=s taken
Eligible 1=t pgs stolen
Pages taken for FREE
SElow PGIHMNs from XETORE
Ho XETORE awvailable
HETORE releases

Migr. target time reset
Migr thresh buf lowered
Dormant with page migr.
Active with page migrat
Shared sus with pg migr
PGMBK=s sel. during migr
XETORE migr inwvocations
Pg not referenced (MIG)
Page blocks read

SEingle guest page reads
Pages written to DASD
Spool pages written

F12=Return

Per¥f.

=l=] x|

Monitor

Count Rate/ls=

g8

1

6970

(2]

4439

41244

544
29712
7.05E6

3}

M

=

fY

B

(o)

=J La
-

VUNNSOOOQODOQOrRROQOOQ

427015
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Edit:

B B

FCx114 CPU 2084 SER FBOCA Interval 13:30:39 - 16:20:39 Perf. Moniter

<-8VM and->
%TI XEL %D

o8
-
N

CF %I0A %PGA
69
ag

5

Userid %acT “RU M
2
Q
Q
o] 100
o
2
7
o]
0]

>Eystem< i6
G73VM10 100
G73VM1 99
TCPIP 75
VYTAM 62
PERFSVH
VMEERWVS
RECE
DATAMOVE
DIRMAINT
EREP

GCS
HORSTH
OPERATOR
OPERSYHMP
O5ADMINI
OE5ASF
RACFVM
SEMEMASTR
EMESERVO1
SMSSRVG2
SEMESERVO3
VMEERVR
VMSERWYU

N
!
T

Q@ ONORC
o8
-
o
a8
b=
Q
o
-
=]

o

n

-

[=:
[eRcRNEcRul-s

100
<
4

QOO QQhARNZ
[clclololclololololn]
ol clofolololoRolol
el eRolololololol ol
[elclofoRaeRol ol
el clolclolol o Rololy
QRN CO
[elclofoclolololol
[elclofolclolololol

[
=]

j[eliclofolciololololocloloficlcRolol N g

Select a user for user details or IDLEUSER for a list of idle users
Command ===}
Fi=Help FA4=Top F5=Bot F7?7=Bkwd FB=Fuwud Filo=Left Fl1i=Right F12=Return
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FCX115 CPU 2084 SER FBOCA Interval 16:23:30 - 16:23:31 Perf.

X
Q
=
"N
-+
0
.

Detailed data for user G73VHIL

Total CPU ¥ . 0% Storage def. ¥ 1970MB Page fault rate:
Superv. CGCPU .0 Resident <2GB: 11743 Page read rate
Emulat. CPU ¥ Resident >»20GB: 29457 Page write rate:
YF total H o Proj. WSET : 39402 Pg= mowved >»2GH?»:
VF overhead 2 Bow & Reserved pgs @ Q Main > XETORE
VF emulation: b Gl & Locked pages 1778 XETORE > main

VF load rate: XKETORE dedic. : oMB XETORE »> DASD
I/70 rate H HXETORE pages 0} SPOOL pg reads
DASD I0 rate: DASD slots g 1 SPOOL pg writes:
UR I/0 rate IUCY H-ferfs : .0/= MDC insert rate:
Diag. X'98" Share H 100 MDC I/0 avoided:
#*BLOCKIO Max. share Rapny

IR0 200Q
L
T O A R

L I

HI/O active Active i PEW wait I/70 act.
Stacked blk 2 Page wait : CF wait H Eligible
Stat.: EME,P12, PS5k I/0 wait H Sim. wait: Runnable

Proc. %CPU %CP %E
00 .

01
oz
03
04
05
(o=
a7
08
a9
il
oB

%VECT %VO U vVLD/S 10/

=N

PSWT
IOWT
PSWT
PSWT
DORM
DORM
DORM
DORM
DORM
DORM
DORM
DORM

EME,
EME,
EME,
EME.,
EME.
EME,
EME..
EME..
EME.;
EME:;

[elolciciolcolclciolololio]
OO0 0006
[olololololololocalololiold
[ololololclololalcolol
TTTODTTTTODTTT

P b ok o ok o ok ok ok
MMM KMRMRRKRKR

L T T . T I R R TR Y

Data Space MName SEize Mode PgRdsi=s Pglris ¥Rdizs HWr/is Migr/is Steal/
BASE 1970MB Priwv .G .0 .0 .0 .0 .0

Device activity and status:

009 3215 v OROC 254R CL A, EOF NOH HNCHNT
00D 2%54P CL A, CO ©1, HNOH HNCHNT OOOE 1403 CL A, CO 01, HNOH HNCNT
Enter "'STO0Orage Display’' for storage details

Command ===

Fi=Help FA4=Top F5=Bot F7=Bkuwud FB8=Fwd Fil12=Return

427015

70,de.ibm.cam using pork
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LPAR partition data from z/OS RMF

E LPAR Utilization

F

S1512 WM TO0OLL
S1512. 80FT
S1512METE
11190 ARTS
S1512. A0CF1
11190 . HAOCFS

111890 AQHDO 2
11190 . LINLXUSF |1
11190 LIMX 1]
11190 . AQS3 1]
*| 51512 VICTEST |0

@ EMCLXCFO1, Sy=plex - % total physical utilization (CPY by parition
ﬂ Sample: 4 Taotal: £ 10:56:40 200201510
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HiperSockets display in z/VM FCON

FCX231 CPU 2064 SER 51524
< _________________

Channel <--- Total for System --->
Path <-Transferred--> Failed
ID Shrd T Msgs T DUnits T_ NoBuff
FB No 0 0 0
FC No 0 0 0
FD No o 0 0
FE No 0 0 0

Linux Performance Tools

Interval 06:55:22 - 06:56:22

Hipersocket Activity/Sec.
Own Partition

<-Transferred-->

< ______

L Msgs
0
0
0
0

L_DUnits
0

0
0
0

Perf. Monitor

————————— >
<—--- Failed ---->
L NoBuff L Other

0 0

0 0

0 0

{0 {0
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... and in z/OS RMF

z/ S VIR2

SYSTEM | D CB88

CHANNEL

RPT VERSI ON VIR2 RWF

CHANNEL UTI LI ZATI ON( %
GROUP G NO PART TOTAL BUS

IODF = 01  CR-DATE: 05/10/2000 CR-TIME 21.00.01

P A

TH

ACTI

DATE 07/ 22/ 2001
TI ME 15. 37. 05

ACT: POR

READ( MB/ SEC) WRI TE( MB/ SEC)
PART TOTAL

PART TOTAL

FCSM 1 8 15.36 55.86 6.00 15.36 60.00 15.36 60.36
FCV_M 12 30.00 45.00 5.00 45.00 50.00 45.00 50.00

CNC_M 1 17.23 34.45

CHANNEL PATH UTI LI ZATI ON( %)
IDTYPE G SHR PART TOTAL  BUS
78 CVC_P OFFLI NE
79 CNC_S OFFLI NE
7A FC 1 Y 20.00 30.00 5.00
7B FC_SM Y 15.36 55.86 6.00
7C FQV Y 10.00 30.00 5.00
7D FCV_M Y 30.00 45.00 5.00
7E CNC_M 17.23 34.45
7F CNC_S OFFLI NE
CHANNEL PATH VR TE( B/ SEC)
ID TYPE G SHR PART  TOTAL
AB | QD Y  645.12M 2500. 2G

READ( MB/ SEC) WRI TE( MB/ SEC)

PART

20.00
15. 36
10. 00
45. 00

TOTAL

30.00
60. 00
50. 00
50. 00

MESSAGE RATE

PART

TOTAL

850. 23K 4. 2K

PART TOTAL ID TYPE
80 CTC_S
81 ONC_S
20.00 50.00 82 FC
15.36 60.36 83 FC 1
10.00 50.00 84 FCV
45.00 50.00 85 FCV
86 ONC_S
8C ONC_S
MESSAGE SIZE  SEND FAIL
PART  TOTAL PART
760.12 779.56 12

Vi

CHANNEL PATH

<< <=

TY

MODE: LPAR

I NTERVAL 22.54.336

CYCLE 1. 000 SECONDS

CPMF:  EXTENDED MODE

UTI LI ZATI ON( %
G SHR PART TOTAL

OFFLI NE

0.04
20.00
15. 36
10.00
30.00

0.00

0. 00

0.

30
55
30
45

0.
0.

04
.00
. 66
.00
.00
00
00

RECEI VE FAI L

PART

85

TOTAL

120

BUS

6.00
7.00
5.00
6. 00

PA

READ( MB/ SEC) WWRI TE(

PART

20.00
15. 36
10.00
45. 00

TOTAL

30.00
60. 00
50. 00
50. 00

PART

20.00
15.36
50. 00
45.00
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CP IND interface In Linux

§ Interface between Linux kernel and z/VM CP

§ CP device driver, developed by Neale Ferguson,;
Interface between Linux and z/VM

§ http://penguinvm.princeton.edu/programs (cpint.tar.gz)

§ "#cp ind user" in Linux console:

CP IND

AVGPROC-069% 07

XSTORE-000037/SEC MIGRATE-0000/SEC

MDC READS-000001/SEC WRITES-000000/SEC HIT RATIO-094%
STORAGE-024% PAGING-0000/SEC STEAL-000%

Q0-00071 Q1-00000 Q2-00000 EXPAN-001 Q3-00000 EXPAN-001

—... giving information like the 7 logical CPUs were utilized to 69%
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Example scenario if not using “% Stolen™ metric

§ The following Linux image may be completely idle:

$>top 12:30pm

up 4 min, 2 users, load average: 0.02, 0.07, 0.03

24 processes: 23 sleeping, 1 running, 0 zombie, 0 stopped
CPUO states: 0.1% user, 19.1% system, 0.0% nice, 80.8% idle
CPUL1 states: 0.0% user, 23.2% system, 0.0% nice, 76.8% idle

§...as z/IVM is heavily loaded and does not give
Linux many resources, so even for simple tasks,
Linux needs about 20% of its CPU resources just
to do almost nothing:

$ > #CP IND
AVGPROC-099% 07
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zIVM MONWRITE

§ You can extract z/VM monitor records without any
z/VM performance monitor; details are described
on

—http://www.vm.ibm.com/perf/tips/collect.html
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The NET-SNMP Project

§ SNMP (Simple Network Management Protocol) is a standard
for performance data interchange. It is especially strong in
TCP/IP network management. It is standardized by the IETF
(Internet Engineering Task Force).

§ SNMP has a simple Manager-Agent architecture. Standard
protocol used is UDP (connectionless, delivery not
guaranteed)

§ Simple hierarchical data model
§ Some security concerns for versions before v3

§ NET-SNMP provides a free SNMP implementation, also
usable for Linux for zSeries. The OSA adapter provides
some performance information using SNMP.

See http://net-snmp.sourceforge.net/
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, DMTF
What |S CI M r) distributed management task force, inc.
V"
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§ CIM is a systems management standard provided
by the DMTF (Distributed Management Task Force),
a sub group of The Open Group. It is the dominant
standard in SAN management, but also applicable
to all other areas of systems management. It
provides bridges to SNMP, e.g. for TCP/IP network
management.
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CIM Overview

§ One of the strength of CIM is the rich conceptual
data model with about 1000 classes for major
resources needed in the management of
heterogeneous, distributed servers

§ OpenPegasus, “C++ CIM/\WBEM Manageability
Services Broker”, is the DMTF reference
Implementation of a CIMOM. It is published under
the liberal MIT license in open source. See

http://www.openpegasus.org/
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New System z specific metrics (SBLIM): CPU

§ LPAR data
—Dispatch time
—~LPAR management overhead time
—~Number of processors

—... all directly from the hypervisor, so extremly precise,
same data which is presented by z/OS RMF or z/VM PT
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New System z specific metrics (SBLIM): IO

§ ... all in RMF spirit from the semantics:

§ Channel metrics

—Partition and CEC total utilization percentages, bandwidths for
read/write transfer

§ FICON device metrics
—Connect, Disconnect, Pending times
—Request rate, I/O intensity / 1/O queue depths
—Response time
—Control Unit Queue time
—Initial Command Response time
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Possible Architecture: z9 box view

IBM System z9

CSSO0 CSS1
— — — — — — — — — —
T T o o o = o o T o T %
> > > > > o > > > > > >
Py Py Py Py Py > Py Py Py Py Py 2
Py
CIMOM and CIMOM and
CMPI IProvider CMPI Piovider
LTC Repository LTC Repository
Daemon Daemon
[ [
CSS2 CSS3
— — — — — — — — — —
U U 0 U 0 — U U U U U r
> > > > > R > > > > > A
Pyl ] py) ] py) > ] ] py) ] py)
Py py)
CIMOM and CIMOM and
CMPIIProvider CMPI Prlovider
LTC Repository LTC Repository
Daemon Daemon
[ [
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SBLIM Gatherer Topology for Distributed Systems

Managed System A

gatherd

plugin plugin

Managed System B

gatherd

plugin plugin

Linux Performance Tools

Management System

CIM Representation

v

CIM Server

—

reposd

v

rep. plugin

rep. plugin

rep. plugin

repository
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Platform independent

§ Smiliar infrastructure and metrics are currently
also available for

—z/OS V1.7 and later
—15/0S
—-Xen
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WBEM/CIM Architecture Overview

discover available services

CIM Application

A

return URL ‘ l

SLP
(IETF Standard
for Service Discovery)

CIM messages encoded in XML,
transported over secure HTTP

CIM Server
q (like OpenPegasus or OpenWBEM) B

$ from CIMOM tq the responsible CIM providers

CIM Provider

(CMPI) method call

proprietary protocols, like usage of|Linux /proc file system or z/OS RMF proprietary interfaces

Existing instrumentation (like eServer OS, Solaris,

Windows WMI, HP-UX, ESS, etc.)
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The OpenPegasus CIM Server

An Implementation of the CIM/WBEM Standard

Mewe o —
at u‘grgnaima task forae, ine. ol " |
O Management

DMTF

(@) Standard

Clpl\(/air;nfo?rr:"la?iron \
DMTF J Access Protocol CIMXML Sver HTTP protocol
Open Standard WBEM
Data Model Open StandardJ

CIM Server

OpenGroup
Standard
Provider API

Platform Provider
Schema

Extensions i
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CIM/WBEM-based eServer OS management
Instrumentation

§ Common eServer model
§ Open Standards
§ Involved standardization bodies: The OpenGroup, DMTF, SNIA, etc.

§ IBM TotalStorage CIM Agent for ESS:
§ eServer CIM:

§ pSeries [ AlX:
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SBLIM SBAIM

§ The goal of WBEM (Web-based Enterprise
Management) is to provide interoperable technology

based on the CIM standard. This standard is also
driven by the DMTF.

§ SBLIM is an Open-Source WBEM instrumentation
project; see or

§ CMPI (Common Manageability Programming
Interface) instrumentation interface (standardized API
with CIM compliant semantics and operations) to
make provider independent from CIMOM technology
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SBLIM Reference Implementation
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Resources

5 z/VM Performance Resources:
http://www.vm.ibm.com/perf/

5 z/VM Performance Toolkit:
http://www.vm.ibm.com/related/perfkit/

& RMF Linux Data Gatherer:
http://lwww-
l.ibm.com/servers/eserver/zseries/zos/rmf/rmfhtmls/rmftools.htm#pmlin

5 SBLIM Project: (OpenPegasus CIMOM based)
http://sourceforge.net/projects/sblim/

§ Accounting and Monitoring for z/VM Linux guest machines
http://publib-
b.boulder.ibm.com/Redbooks.nsf/RedpaperAbstracts/redp3818.htmI|?Open

§ Tuning Hints and Tips
http://www10.software.ibm.com/developerworks/opensource/linux390/perf/inde
x.shtml
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Questions?

Email:
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